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Letter from the Project Leads

The OWASP Top 10 for Large Language Model Applications started in 2023 as a community-driven
effort to highlight and address security issues specific to AI applications. Since then, the
technology has continued to spread across industries and applications, and so have the
associated risks. As LLMs are embedded more deeply in everything from customer interactions to
internal operations, developers and security professionals are discovering new
vulnerabilities—and ways to counter them.

The 2023 list was a big success in raising awareness and building a foundation for secure LLM
usage, but we've learned even more since then. In this new 2025 version, we’ve worked with a
larger, more diverse group of contributors worldwide who have all helped shape this list. The
process involved brainstorming sessions, voting, and real-world feedback from professionals in
the thick of LLM application security, whether by contributing or refining those entries through
feedback. Each voice was critical to making this new release as thorough and practical as possible.

What’s New in the 2025 Top 10

The 2025 list reflects a better understanding of existing risks and introduces critical updates on
how LLMs are used in real-world applications today. For instance, Unbounded Consumption
expands on what was previously Denial of Service to include risks around resource management
and unexpected costs—a pressing issue in large-scale LLM deployments.

The Vector and Embeddings entry responds to the community’s requests for guidance on securing
Retrieval-Augmented Generation (RAG) and other embedding-based methods, now core practices
for grounding model outputs.

We’ve also added System Prompt Leakage to address an area with real-world exploits that were
highly requested by the community. Many applications assumed prompts were securely isolated,
but recent incidents have shown that developers cannot safely assume that information in these
prompts remains secret.

Excessive Agency has been expanded, given the increased use of agentic architectures that can
give the LLM more autonomy.  With LLMs acting as agents or in plug-in settings, unchecked
permissions can lead to unintended or risky actions, making this entry more critical than ever.

https://genai.owasp.org/
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Moving Forward

Like the technology itself, this list is a product of the open-source community’s insights and
experiences. It has been shaped by contributions from developers, data scientists, and security
experts across sectors, all committed to building safer AI applications. We’re proud to share this
2025 version with you, and we hope it provides you with the tools and knowledge to secure LLMs
effectively.

Thank you to everyone who helped bring this together and those who continue to use and improve
it. We’re grateful to be part of this work with you.

Steve Wilson
Project Lead
OWASP Top 10 for Large Language Model Applications
LinkedIn: https://www.linkedin.com/in/wilsonsd/

Ads Dawson
Technical Lead & Vulnerability Entries Lead
OWASP Top 10 for Large Language Model Applications
LinkedIn: https://www.linkedin.com/in/adamdawson0/
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LLM01:2025 Prompt Injection

Description

A Prompt Injection Vulnerability occurs when user prompts alter the LLM’s behavior or output in
unintended ways. These inputs can affect the model even if they are imperceptible to humans,
therefore prompt injections do not need to be human-visible/readable, as long as the content is
parsed by the model.

Prompt Injection vulnerabilities exist in how models process prompts, and how input may force
the model to incorrectly pass prompt data to other parts of the model, potentially causing them to
violate guidelines, generate harmful content, enable unauthorized access, or influence critical
decisions. While techniques like Retrieval Augmented Generation (RAG) and fine-tuning aim to
make LLM outputs more relevant and accurate, research shows that they do not fully mitigate
prompt injection vulnerabilities.

While prompt injection and jailbreaking are related concepts in LLM security, they are often used
interchangeably. Prompt injection involves manipulating model responses through specific inputs
to alter its behavior, which can include bypassing safety measures. Jailbreaking is a form of
prompt injection where the attacker provides inputs that cause the model to disregard its safety
protocols entirely. Developers can build safeguards into system prompts and input handling to
help mitigate prompt injection attacks, but effective prevention of jailbreaking requires ongoing
updates to the model's training and safety mechanisms.

Types of Prompt Injection Vulnerabilities

Direct Prompt Injections
Direct prompt injections occur when a user's prompt input directly alters the behavior of the
model in unintended or unexpected ways. The input can be either intentional (i.e., a malicious
actor deliberately crafting a prompt to exploit the model) or unintentional (i.e., a user
inadvertently providing input that triggers unexpected behavior).

Indirect Prompt Injections
Indirect prompt injections occur when an LLM accepts input from external sources, such as
websites or files. The content may have in the external content data that when interpreted by
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the model, alters the behavior of the model in unintended or unexpected ways. Like direct
injections, indirect injections can be either intentional or unintentional.

The severity and nature of the impact of a successful prompt injection attack can vary greatly and
are largely dependent on both the business context the model operates in, and the agency with
which the model is architected. Generally, however, prompt injection can lead to unintended
outcomes, including but not limited to:

• Disclosure of sensitive information
• Revealing sensitive information about AI system infrastructure or system prompts
• Content manipulation leading to incorrect or biased outputs
• Providing unauthorized access to functions available to the LLM
• Executing arbitrary commands in connected systems
• Manipulating critical decision-making processes

The rise of multimodal AI, which processes multiple data types simultaneously, introduces unique
prompt injection risks. Malicious actors could exploit interactions between modalities, such as
hiding instructions in images that accompany benign text. The complexity of these systems
expands the attack surface. Multimodal models may also be susceptible to novel cross-modal
attacks that are difficult to detect and mitigate with current techniques. Robust multimodal-
specific defenses are an important area for further research and development.

Prevention and Mitigation Strategies

Prompt injection vulnerabilities are possible due to the nature of generative AI. Given the
stochastic influence at the heart of the way models work, it is unclear if there are fool-proof
methods of prevention for prompt injection. However, the following measures can mitigate the
impact of prompt injections:

1. Constrain model behavior
Provide specific instructions about the model's role, capabilities, and limitations within the
system prompt. Enforce strict context adherence, limit responses to specific tasks or topics,
and instruct the model to ignore attempts to modify core instructions.

2. Define and validate expected output formats
Specify clear output formats, request detailed reasoning and source citations, and use
deterministic code to validate adherence to these formats.

3. Implement input and output filtering
Define sensitive categories and construct rules for identifying and handling such content.
Apply semantic filters and use string-checking to scan for non-allowed content. Evaluate
responses using the RAG Triad: Assess context relevance, groundedness, and
question/answer relevance to identify potentially malicious outputs.
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4. Enforce privilege control and least privilege access
Provide the application with its own API tokens for extensible functionality, and handle these
functions in code rather than providing them to the model. Restrict the model's access
privileges to the minimum necessary for its intended operations.

5. Require human approval for high-risk actions
Implement human-in-the-loop controls for privileged operations to prevent unauthorized
actions.

6. Segregate and identify external content
Separate and clearly denote untrusted content to limit its influence on user prompts.

7. Conduct adversarial testing and attack simulations
Perform regular penetration testing and breach simulations, treating the model as an
untrusted user to test the effectiveness of trust boundaries and access controls.

Example Attack Scenarios

Scenario #1: Direct Injection
An attacker injects a prompt into a customer support chatbot, instructing it to ignore
previous guidelines, query private data stores, and send emails, leading to unauthorized
access and privilege escalation.

Scenario #2: Indirect Injection
A user employs an LLM to summarize a webpage containing hidden instructions that cause
the LLM to insert an image linking to a URL, leading to exfiltration of the the private
conversation.

Scenario #3: Unintentional Injection
A company includes an instruction in a job description to identify AI-generated applications.
An applicant, unaware of this instruction, uses an LLM to optimize their resume,
inadvertently triggering the AI detection.

Scenario #4: Intentional Model Influence
An attacker modifies a document in a repository used by a Retrieval-Augmented Generation
(RAG) application. When a user's query returns the modified content, the malicious
instructions alter the LLM's output, generating misleading results.

Scenario #5: Code Injection
An attacker exploits a vulnerability (CVE-2024-5184) in an LLM-powered email assistant to
inject malicious prompts, allowing access to sensitive information and manipulation of email
content.

Scenario #6: Payload Splitting
An attacker uploads a resume with split malicious prompts. When an LLM is used to evaluate
the candidate, the combined prompts manipulate the model's response, resulting in a
positive recommendation despite the actual resume contents.

Scenario #7: Multimodal Injection
An attacker embeds a malicious prompt within an image that accompanies benign text. When
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a multimodal AI processes the image and text concurrently, the hidden prompt alters the
model's behavior, potentially leading to unauthorized actions or disclosure of sensitive
information.

Scenario #8: Adversarial Suffix
An attacker appends a seemingly meaningless string of characters to a prompt, which
influences the LLM's output in a malicious way, bypassing safety measures.

Scenario #9: Multilingual/Obfuscated Attack
An attacker uses multiple languages or encodes malicious instructions (e.g., using Base64 or
emojis) to evade filters and manipulate the LLM's behavior.

Reference Links

1. ChatGPT Plugin Vulnerabilities - Chat with Code Embrace the Red
2. ChatGPT Cross Plugin Request Forgery and Prompt Injection Embrace the Red
3. Not what you’ve signed up for: Compromising Real-World LLM-Integrated Applications

with Indirect Prompt Injection Arxiv
4. Defending ChatGPT against Jailbreak Attack via Self-Reminder Research Square
5. Prompt Injection attack against LLM-integrated Applications Cornell University
6. Inject My PDF: Prompt Injection for your Resume Kai Greshake
8. Not what you’ve signed up for: Compromising Real-World LLM-Integrated Applications

with Indirect Prompt Injection Cornell University
9. Threat Modeling LLM Applications AI Village

10. Reducing The Impact of Prompt Injection Attacks Through Design Kudelski Security
11. Adversarial Machine Learning: A Taxonomy and Terminology of Attacks and Mitigations

(nist.gov)
12. 2407.07403 A Survey of Attacks on Large Vision-Language Models: Resources, Advances,

and Future Trends (arxiv.org)
13. Exploiting Programmatic Behavior of LLMs: Dual-Use Through Standard Security Attacks
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Refer to this section for comprehensive information, scenarios strategies relating to
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LLM02:2025 Sensitive Information Disclosure

Description

Sensitive information can affect both the LLM and its application context. This includes personal
identifiable information (PII), financial details, health records, confidential business data, security
credentials, and legal documents. Proprietary models may also have unique training methods and
source code considered sensitive, especially in closed or foundation models.

LLMs, especially when embedded in applications, risk exposing sensitive data, proprietary
algorithms, or confidential details through their output. This can result in unauthorized data
access, privacy violations, and intellectual property breaches. Consumers should be aware of how
to interact safely with LLMs. They need to understand the risks of unintentionally providing
sensitive data, which may later be disclosed in the model's output.

To reduce this risk, LLM applications should perform adequate data sanitization to prevent user
data from entering the training model. Application owners should also provide clear Terms of Use
policies, allowing users to opt out of having their data included in the training model. Adding
restrictions within the system prompt about data types that the LLM should return can provide
mitigation against sensitive information disclosure. However, such restrictions may not always be
honored and could be bypassed via prompt injection or other methods.

Common Examples of Vulnerability

1. PII Leakage
Personal identifiable information (PII) may be disclosed during interactions with the LLM.

2. Proprietary Algorithm Exposure
Poorly configured model outputs can reveal proprietary algorithms or data. Revealing training
data can expose models to inversion attacks, where attackers extract sensitive information
or reconstruct inputs. For instance, as demonstrated in the 'Proof Pudding' attack (CVE-2019-
20634), disclosed training data facilitated model extraction and inversion, allowing attackers
to circumvent security controls in machine learning algorithms and bypass email filters.

3. Sensitive Business Data Disclosure
Generated responses might inadvertently include confidential business information.

https://genai.owasp.org/
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Prevention and Mitigation Strategies

Sanitization:

1. Integrate Data Sanitization Techniques
Implement data sanitization to prevent user data from entering the training model. This
includes scrubbing or masking sensitive content before it is used in training.

2. Robust Input Validation
Apply strict input validation methods to detect and filter out potentially harmful or sensitive
data inputs, ensuring they do not compromise the model.

Access Controls:

1. Enforce Strict Access Controls
Limit access to sensitive data based on the principle of least privilege. Only grant access to
data that is necessary for the specific user or process.

2. Restrict Data Sources
Limit model access to external data sources, and ensure runtime data orchestration is
securely managed to avoid unintended data leakage.

Federated Learning and Privacy Techniques:

1. Utilize Federated Learning
Train models using decentralized data stored across multiple servers or devices. This
approach minimizes the need for centralized data collection and reduces exposure risks.

2. Incorporate Differential Privacy
Apply techniques that add noise to the data or outputs, making it difficult for attackers to
reverse-engineer individual data points.

User Education and Transparency:

1. Educate Users on Safe LLM Usage
Provide guidance on avoiding the input of sensitive information. Offer training on best
practices for interacting with LLMs securely.

2. Ensure Transparency in Data Usage
Maintain clear policies about data retention, usage, and deletion. Allow users to opt out of
having their data included in training processes.

Secure System Configuration:

1. Conceal System Preamble

https://genai.owasp.org/


OWASP Top 10 for LLM Applications v2.0

9genai.owasp.org

Limit the ability for users to override or access the system's initial settings, reducing the risk
of exposure to internal configurations.

2. Reference Security Misconfiguration Best Practices
Follow guidelines like "OWASP API8:2023 Security Misconfiguration" to prevent leaking
sensitive information through error messages or configuration details.
(Ref. link:OWASP API8:2023 Security Misconfiguration)

Advanced Techniques:

1. Homomorphic Encryption
Use homomorphic encryption to enable secure data analysis and privacy-preserving machine
learning. This ensures data remains confidential while being processed by the model.

2. Tokenization and Redaction
Implement tokenization to preprocess and sanitize sensitive information. Techniques like
pattern matching can detect and redact confidential content before processing.

Example Attack Scenarios

Scenario #1: Unintentional Data Exposure
A user receives a response containing another user's personal data due to inadequate data
sanitization.

Scenario #2: Targeted Prompt Injection
An attacker bypasses input filters to extract sensitive information.

Scenario #3: Data Leak via Training Data
Negligent data inclusion in training leads to sensitive information disclosure.

Reference Links

1. Lessons learned from ChatGPT’s Samsung leak: Cybernews
2. AI data leak crisis: New tool prevents company secrets from being fed to ChatGPT: Fox

Business
3. ChatGPT Spit Out Sensitive Data When Told to Repeat ‘Poem’ Forever: Wired
4. Using Differential Privacy to Build Secure Models: Neptune Blog
5. Proof Pudding (CVE-2019-20634) AVID (`moohax` & `monoxgas`)

Related Frameworks and Taxonomies

Refer to this section for comprehensive information, scenarios strategies relating to
infrastructure deployment, applied environment controls and other best practices.

• AML.T0024.000 - Infer Training Data Membership MITRE ATLAS
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• AML.T0024.001 - Invert ML Model MITRE ATLAS
• AML.T0024.002 - Extract ML Model MITRE ATLAS

https://genai.owasp.org/
https://atlas.mitre.org/techniques/AML.T0024.001
https://atlas.mitre.org/techniques/AML.T0024.002
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LLM03:2025 Supply Chain

Description

LLM supply chains are susceptible to various vulnerabilities, which can affect the integrity of
training data, models, and deployment platforms. These risks can result in biased outputs,
security breaches, or system failures. While traditional software vulnerabilities focus on issues
like code flaws and dependencies, in ML the risks also extend to third-party pre-trained models
and data.

These external elements can be manipulated through tampering or poisoning attacks.

Creating LLMs is a specialized task that often depends on third-party models. The rise of open-
access LLMs and new fine-tuning methods like "LoRA" (Low-Rank Adaptation)  and "PEFT"
(Parameter-Efficient Fine-Tuning), especially on platforms like Hugging Face, introduce new
supply-chain risks. Finally, the emergence of on-device LLMs increase the attack surface and
supply-chain risks for LLM applications.

Some of the risks discussed here are also discussed in "LLM04 Data and Model Poisoning." This
entry focuses on the supply-chain aspect of the risks.
A simple threat model can be found here.

Common Examples of Risks

1. Traditional Third-party Package Vulnerabilities
Such as outdated or deprecated components, which attackers can exploit to compromise
LLM applications. This is similar to "A06:2021 – Vulnerable and Outdated Components" with
increased risks when components are used during model development or finetuning.
(Ref. link: A06:2021 – Vulnerable and Outdated Components)

2. Licensing Risks
AI development often involves diverse software and dataset licenses, creating risks if not
properly managed. Different open-source and proprietary licenses impose varying legal
requirements. Dataset licenses may restrict usage, distribution, or commercialization.

3. Outdated or Deprecated Models
Using outdated or deprecated models that are no longer maintained leads to security issues.

https://genai.owasp.org/
https://github.com/jsotiro/ThreatModels/blob/main/LLM%20Threats-LLM%20Supply%20Chain.png
https://owasp.org/Top10/A06_2021-Vulnerable_and_Outdated_Components/
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4. Vulnerable Pre-Trained Model
Models are binary black boxes and unlike open source, static inspection can offer little to
security assurances. Vulnerable pre-trained models can contain hidden biases, backdoors, or
other malicious features that have not been identified through  the safety evaluations of
model repository. Vulnerable models can be created by both poisoned datasets and direct
model tampering using tehcniques such as ROME also known as lobotomisation.

5. Weak Model Provenance
Currently there are no strong provenance assurances in published models. Model Cards and
associated documentation provide model information and relied upon users, but they offer
no guarantees on the origin of the model. An attacker can compromise supplier account on a
model repo or create a similar one and combine it with social engineering techniques to
compromise the supply-chain of an LLM application.

6. Vulnerable LoRA adapters
LoRA is a popular fine-tuning technique that enhances modularity by allowing pre-trained
layers to be bolted onto an existing LLM. The method increases efficiency but create new
risks, where a malicious LorA adapter compromises the integrity and security of the pre-
trained base model. This can happen both in collaborative model merge environments but
also exploiting the support for LoRA from popular inference deployment platforms such as
vLMM and OpenLLM where adapters can be downloaded and applied to a deployed model.

7. Exploit Collaborative Development Processes
Collaborative model merge and model handling services (e.g. conversions) hosted in shared
environments can be exploited to introduce vulnerabilities in shared models. Model merging
is is very popular on Hugging Face with model-merged models topping the OpenLLM
leaderboard and can be exploited to bypass reviews. Similarly, services such as conversation
bot have been proved to be vulnerable to maniputalion and introduce malicious code in
models.

8. LLM Model on Device supply-chain vulnerabilities
LLM models on device increase the supply attack surface with compromised manufactured
processes and exploitation of device OS or fimware vulnerabilities to compromise models.
Attackers can reverse engineer and re-package applications with tampered models.

9. Unclear T&Cs and Data Privacy Policies
Unclear T&Cs and data privacy policies of the model operators lead to the application's
sensitive data being used for model training and subsequent sensitive information exposure.
This may also apply to risks from using copyrighted material by the model supplier.

Prevention and Mitigation Strategies

1. Carefully vet data sources and suppliers, including T&Cs and their privacy policies, only using
trusted suppliers. Regularly review and audit supplier Security and Access, ensuring no
changes in their security posture or T&Cs.

2. Understand and apply the mitigations found in the OWASP Top Ten's "A06:2021 – Vulnerable

https://genai.owasp.org/
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and Outdated Components." This includes vulnerability scanning, management, and patching
components. For development environments with access to sensitive data, apply these
controls in those environments, too.
(Ref. link: A06:2021 – Vulnerable and Outdated Components)

3. Apply comprehensive AI Red Teaming and Evaluations when selecting a third party model.
Decoding Trust is an example of a Trustworthy AI benchmark for LLMs but models can
finetuned to by pass published benchmarks. Use extensive AI Red Teaming to evaluate the
model, especially in the use cases you are planning to use the model for.

4. Maintain an up-to-date inventory of components using a Software Bill of Materials (SBOM) to
ensure you have an up-to-date, accurate, and signed inventory, preventing tampering with
deployed packages. SBOMs can be used to detect and alert for new, zero-date vulnerabilities
quickly. AI BOMs and ML SBOMs are an emerging area and you should evaluate options
starting with OWASP CycloneDX

5. To mitigate AI licensing risks, create an inventory of all types of licenses involved using BOMs
and conduct regular audits of all software, tools, and datasets, ensuring compliance and
transparency through BOMs. Use automated license management tools for real-time
monitoring and train teams on licensing models. Maintain detailed licensing documentation
in BOMs.

6. Only use models from verifiable sources and use third-party model integrity checks with
signing and file hashes to compensate for the lack of strong model provenance. Similarly, use
code signing for externally supplied code.

7. Implement strict monitoring and auditing practices for collaborative model development
environments to prevent and quickly detect any abuse. "HuggingFace SF_Convertbot
Scanner" is an example of automated scripts to use.
(Ref. link: HuggingFace SF_Convertbot Scanner)

8. AAnomaly detection and adversarial robustness tests on supplied models and data can help
detect tampering and poisoning as discussed in "LLM04 Data and Model Poisoning; ideally,
this should be part of MLOps and LLM pipelines; however, these are emerging techniques and
may be easier to implement as part of red teaming exercises.

9. Implement a patching policy to mitigate vulnerable or outdated components. Ensure the
application relies on a maintained version of APIs and underlying model.

10. Encrypt models deployed at AI edge with integrity checks and use vendor attestation APIs to
prevent tampered apps and models and terminate applications of unrecognized firmware.

Sample Attack Scenarios

Scenario #1: Vulnerable Python Library
An attacker exploits a vulnerable Python library to compromise an LLM app. This happened in
the first Open AI data breach.  Attacks on  the PyPi package registry  tricked model
developers into downloading a compromised PyTorch dependency with malware in a model
development environment.  A more sophisticated example of this type of attack is Shadow

https://genai.owasp.org/
https://owasp.org/Top10/A06_2021-Vulnerable_and_Outdated_Components/
https://gist.github.com/rossja/d84a93e5c6b8dd2d4a538aa010b29163
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Ray attack on the Ray AI framework used by many vendors to manage AI infrastructure.  In
this attack, five vulnerabilities are believed to have been exploited in the wild affecting many
servers.

Scenario #2: Direct Tampering
Direct Tampering and publishing a model to spread misinformation. This is an actual attack
with PoisonGPT bypassing Hugging Face safety features by directly changing model
parameters.

Scenario #3: Finetuning Popular Model
An attacker finetunes a popular open access model to remove key safety features and
perform high in a specific domain (insurance). The model is finetuned to score highly on
safety benchmarks but  has very targeted  triggers. They deploy it on Hugging Face for
victims to use it exploiting their trust on  benchmark assurances.

Scenario #4: Pre-Trained Models
An LLM system deploys pre-trained models from a widely used repository without thorough
verification. A compromised model introduces malicious code, causing biased outputs in
certain contexts and leading to harmful or manipulated outcomes

Scenario #5: Compromised Third-Party Supplier
A compromised third-party supplier provides a vulnerable LorA adapter that is being merged
to an LLM using model merge on Hugging Face.

Scenario #6: Supplier Infiltration
An attacker infiltrates a third-party supplier and compromises the production of a LoRA (Low-
Rank Adaptation) adapter intended for integration with an on-device LLM deployed using
frameworks like vLLM or OpenLLM. The compromised LoRA adapter is subtly altered to
include hidden vulnerabilities and malicious code. Once this adapter is merged with the LLM,
it provides the attacker with a covert entry point into the system. The malicious code can
activate during model operations, allowing the attacker to manipulate the LLM’s outputs.

Scenario #7: CloudBorne and CloudJacking Attacks
These attacks target cloud infrastructures, leveraging shared resources and vulnerabilities in
the virtualization layers. CloudBorne involves exploiting firmware vulnerabilities in shared
cloud environments, compromising the physical servers hosting virtual instances.
CloudJacking refers to malicious control or misuse of cloud instances, potentially leading to
unauthorized access to critical LLM deployment platforms. Both attacks represent
significant risks for supply chains reliant on cloud-based ML models, as compromised
environments could expose sensitive data or facilitate further attacks.

Scenario #8: LeftOvers (CVE-2023-4969)
LeftOvers exploitation of leaked GPU local memory to recover sensitive data. An attacker can
use this attack to exfiltrate sensitive data in production servers and development
workstations or laptops.

Scenario #9: WizardLM
Following the removal of WizardLM, an attacker exploits the interest in this model and
publish a fake version of the model with the same name but containing malware and
backdoors.

https://genai.owasp.org/
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Scenario #10: Model Merge/Format Conversion Service
An attacker stages an attack with a model merge or format conversation service to
compromise a publicly available access model to inject malware. This is an actual attack
published by vendor HiddenLayer.

Scenario #11: Reverse-Engineer Mobile App
An attacker reverse-engineers an mobile app to replace the model with a tampered version
that leads the user to scam sites. Users are encouraged to dowload the app directly via social
engineering techniques. This is a "real attack on predictive AI" that affected 116 Google Play
apps including popular security and safety-critical applications used for as cash recognition,
parental control, face authentication, and financial service.
(Ref. link: real attack on predictive AI)

Scenario #12: Dataset Poisoning
An attacker poisons publicly available datasets to help create a back door when fine-tuning
models. The back door subtly favors certain companies in different markets.

Scenario #13: T&Cs and Privacy Policy
An LLM operator changes its T&Cs and Privacy Policy to require an explicit opt out from using
application data for model training, leading to the memorization of sensitive data.

Reference Links

1. PoisonGPT: How we hid a lobotomized LLM on Hugging Face to spread fake news
2. Large Language Models On-Device with MediaPipe and TensorFlow Lite
3. Hijacking Safetensors Conversion on Hugging Face
4. ML Supply Chain Compromise
5. Using LoRA Adapters with vLLM
6. Removing RLHF Protections in GPT-4 via Fine-Tuning
7. Model Merging with PEFT
8. HuggingFace SF_Convertbot Scanner
9. Thousands of servers hacked due to insecurely deployed Ray AI framework

10. LeftoverLocals: Listening to LLM responses through leaked GPU local memory

Related Frameworks and Taxonomies

Refer to this section for comprehensive information, scenarios strategies relating to
infrastructure deployment, applied environment controls and other best practices.

• ML Supply Chain Compromise -  MITRE ATLAS

https://genai.owasp.org/
https://arxiv.org/abs/2006.08131
https://blog.mithrilsecurity.io/poisongpt-how-we-hid-a-lobotomized-llm-on-hugging-face-to-spread-fake-news
https://developers.googleblog.com/en/large-language-models-on-device-with-mediapipe-and-tensorflow-lite/
https://hiddenlayer.com/research/silent-sabotage/
https://atlas.mitre.org/techniques/AML.T0010
https://docs.vllm.ai/en/latest/models/lora.html
https://arxiv.org/pdf/2311.05553
https://huggingface.co/blog/peft_merging
https://gist.github.com/rossja/d84a93e5c6b8dd2d4a538aa010b29163
https://www.csoonline.com/article/2075540/thousands-of-servers-hacked-due-to-insecurely-deployed-ray-ai-framework.html
https://blog.trailofbits.com/2024/01/16/leftoverlocals-listening-to-llm-responses-through-leaked-gpu-local-memory/
https://atlas.mitre.org/techniques/AML.T0010


OWASP Top 10 for LLM Applications v2.0

16genai.owasp.org

LLM04: Data and Model Poisoning

Description

Data poisoning occurs when pre-training, fine-tuning, or embedding data is manipulated to
introduce vulnerabilities, backdoors, or biases. This manipulation can compromise model
security, performance, or ethical behavior, leading to harmful outputs or impaired capabilities.
Common risks include degraded model performance, biased or toxic content, and exploitation of
downstream systems.

Data poisoning can target different stages of the LLM lifecycle, including pre-training (learning
from general data), fine-tuning (adapting models to specific tasks), and embedding (converting
text into numerical vectors). Understanding these stages helps identify where vulnerabilities may
originate. Data poisoning is considered an integrity attack since tampering with training data
impacts the model's ability to make accurate predictions. The risks are particularly high with
external data sources, which may contain unverified or malicious content.

Moreover, models distributed through shared repositories or open-source platforms can carry
risks beyond data poisoning, such as malware embedded through techniques like malicious
pickling, which can execute harmful code when the model is loaded. Also, consider that poisoning
may allow for the implementation of a backdoor. Such backdoors may leave the model's behavior
untouched until a certain trigger causes it to change. This may make such changes hard to test for
and detect, in effect creating the opportunity for a model to become a sleeper agent.

Common Examples of Vulnerability

1. Malicious actors introduce harmful data during training, leading to biased outputs.
Techniques like "Split-View Data Poisoning" or "Frontrunning Poisoning" exploit model
training dynamics to achieve this.
(Ref. link: Split-View Data Poisoning)
(Ref. link: Frontrunning Poisoning)

2. Attackers can inject harmful content directly into the training process, compromising the
model’s output quality.

3. Users unknowingly inject sensitive or proprietary information during interactions, which
could be exposed in subsequent outputs.

https://genai.owasp.org/
https://github.com/GangGreenTemperTatum/speaking/blob/main/dc604/hacker-summer-camp-23/Ads%20_%20Poisoning%20Web%20Training%20Datasets%20_%20Flow%20Diagram%20-%20Exploit%201%20Split-View%20Data%20Poisoning.jpeg
https://github.com/GangGreenTemperTatum/speaking/blob/main/dc604/hacker-summer-camp-23/Ads%20_%20Poisoning%20Web%20Training%20Datasets%20_%20Flow%20Diagram%20-%20Exploit%202%20Frontrunning%20Data%20Poisoning.jpeg


OWASP Top 10 for LLM Applications v2.0

17genai.owasp.org

4. Unverified training data increases the risk of biased or erroneous outputs.
5. Lack of resource access restrictions may allow the ingestion of unsafe data, resulting in

biased outputs.

Prevention and Mitigation Strategies

1. Track data origins and transformations using tools like OWASP CycloneDX or ML-BOM. Verify
data legitimacy during all model development stages.

2. Vet data vendors rigorously, and validate model outputs against trusted sources to detect
signs of poisoning.

3. Implement strict sandboxing to limit model exposure to unverified data sources. Use
anomaly detection techniques to filter out adversarial data.

4. Tailor models for different use cases by using specific datasets for fine-tuning. This helps
produce more accurate outputs based on defined goals.

5. Ensure sufficient infrastructure controls to prevent the model from accessing unintended
data sources.

6. Use data version control (DVC) to track changes in datasets and detect manipulation.
Versioning is crucial for maintaining model integrity.

7. Store user-supplied information in a vector database, allowing adjustments without re-
training the entire model.

8. Test model robustness with red team campaigns and adversarial techniques, such as
federated learning, to minimize the impact of data perturbations.

9. Monitor training loss and analyze model behavior for signs of poisoning. Use thresholds to
detect anomalous outputs.

10. During inference, integrate Retrieval-Augmented Generation (RAG) and grounding
techniques to reduce risks of hallucinations.

Example Attack Scenarios

Scenario #1
An attacker biases the model's outputs by manipulating training data or using prompt
injection techniques, spreading misinformation.

Scenario #2
Toxic data without proper filtering can lead to harmful or biased outputs, propagating
dangerous information.

Scenario # 3
A malicious actor or competitor creates falsified documents for training, resulting in model
outputs that reflect these inaccuracies.

Scenario #4
Inadequate filtering allows an attacker to insert misleading data via prompt injection, leading
to compromised outputs.

https://genai.owasp.org/
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Scenario #5
An attacker uses poisoning techniques to insert a backdoor trigger into the model. This could
leave you open to authentication bypass, data exfiltration or hidden command execution.

Reference Links

1. How data poisoning attacks corrupt machine learning models: CSO Online
2. MITRE ATLAS (framework) Tay Poisoning: MITRE ATLAS
3. PoisonGPT: How we hid a lobotomized LLM on Hugging Face to spread fake news: Mithril

Security
4. Poisoning Language Models During Instruction: Arxiv White Paper 2305.00944
5. Poisoning Web-Scale Training Datasets - Nicholas Carlini | Stanford MLSys #75: Stanford

MLSys Seminars YouTube Video
6. ML Model Repositories: The Next Big Supply Chain Attack Target OffSecML
7. Data Scientists Targeted by Malicious Hugging Face ML Models with Silent Backdoor

JFrog
8. Backdoor Attacks on Language Models: Towards Data Science
9. Never a dill moment: Exploiting machine learning pickle files TrailofBits

10. arXiv:2401.05566 Sleeper Agents: Training Deceptive LLMs that Persist Through Safety
Training Anthropic (arXiv)

11. Backdoor Attacks on AI Models Cobalt

Related Frameworks and Taxonomies

Refer to this section for comprehensive information, scenarios strategies relating to
infrastructure deployment, applied environment controls and other best practices.

• AML.T0018 | Backdoor ML Model MITRE ATLAS
• NIST AI Risk Management Framework: Strategies for ensuring AI integrity. NIST

https://genai.owasp.org/
https://www.csoonline.com/article/3613932/how-data-poisoning-attacks-corrupt-machine-learning-models.html
https://atlas.mitre.org/studies/AML.CS0009/
https://blog.mithrilsecurity.io/poisongpt-how-we-hid-a-lobotomized-llm-on-hugging-face-to-spread-fake-news/
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LLM05:2025 Improper Output Handling

Description

Improper Output Handling refers specifically to insufficient validation, sanitization, and handling
of the outputs generated by large language models before they are passed downstream to other
components and systems. Since LLM-generated content can be controlled by prompt input, this
behavior is similar to providing users indirect access to additional functionality.
Improper Output Handling differs from Overreliance in that it deals with LLM-generated outputs
before they are passed downstream whereas Overreliance focuses on broader concerns around
overdependence on the accuracy and appropriateness of LLM outputs.
Successful exploitation of an Improper Output Handling vulnerability can result in XSS and CSRF in
web browsers as well as SSRF, privilege escalation, or remote code execution on backend
systems.
The following conditions can increase the impact of this vulnerability:

• The application grants the LLM privileges beyond what is intended for end users, enabling
escalation of privileges or remote code execution.

• The application is vulnerable to indirect prompt injection attacks, which could allow an
attacker to gain privileged access to a target user's environment.

• 3rd party extensions do not adequately validate inputs.
• Lack of proper output encoding for different contexts (e.g., HTML, JavaScript, SQL)
• Insufficient monitoring and logging of LLM outputs
• Absence of rate limiting or anomaly detection for LLM usage

Common Examples of Vulnerability

1. LLM output is entered directly into a system shell or similar function such as exec or eval,
resulting in remote code execution.

2. JavaScript or Markdown is generated by the LLM and returned to a user. The code is then
interpreted by the browser, resulting in XSS.

3. LLM-generated SQL queries are executed without proper parameterization, leading to SQL
injection.

4. LLM output is used to construct file paths without proper sanitization, potentially resulting in
path traversal vulnerabilities.

5. LLM-generated content is used in email templates without proper escaping, potentially

https://genai.owasp.org/
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leading to phishing attacks.

Prevention and Mitigation Strategies

1. Treat the model as any other user, adopting a zero-trust approach, and apply proper input
validation on responses coming from the model to backend functions.

2. Follow the OWASP ASVS (Application Security Verification Standard) guidelines to ensure
effective input validation and sanitization.

3. Encode model output back to users to mitigate undesired code execution by JavaScript or
Markdown. OWASP ASVS provides detailed guidance on output encoding.

4. Implement context-aware output encoding based on where the LLM output will be used (e.g.,
HTML encoding for web content, SQL escaping for database queries).

5. Use parameterized queries or prepared statements for all database operations involving LLM
output.

6. Employ strict Content Security Policies (CSP) to mitigate the risk of XSS attacks from LLM-
generated content.

7. Implement robust logging and monitoring systems to detect unusual patterns in LLM outputs
that might indicate exploitation attempts.

Example Attack Scenarios

Scenario #1
An application utilizes an LLM extension to generate responses for a chatbot feature. The
extension also offers a number of administrative functions accessible to another privileged
LLM. The general purpose LLM directly passes its response, without proper output validation,
to the extension causing the extension to shut down for maintenance.

Scenario #2
A user utilizes a website summarizer tool powered by an LLM to generate a concise summary
of an article. The website includes a prompt injection instructing the LLM to capture
sensitive content from either the website or from the user's conversation. From there the
LLM can encode the sensitive data and send it, without any output validation or filtering, to
an attacker-controlled server.

Scenario #3
An LLM allows users to craft SQL queries for a backend database through a chat-like feature.
A user requests a query to delete all database tables. If the crafted query from the LLM is not
scrutinized, then all database tables will be deleted.

Scenario #4
A web app uses an LLM to generate content from user text prompts without output
sanitization. An attacker could submit a crafted prompt causing the LLM to return an
unsanitized JavaScript payload, leading to XSS when rendered on a victim's browser.
Insufficient validation of prompts enabled this attack.

https://genai.owasp.org/
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Scenario # 5
An LLM is used to generate dynamic email templates for a marketing campaign. An attacker
manipulates the LLM to include malicious JavaScript within the email content. If the
application doesn't properly sanitize the LLM output, this could lead to XSS attacks on
recipients who view the email in vulnerable email clients.

Scenario #6
An LLM is used to generate code from natural language inputs in a software company, aiming
to streamline development tasks. While efficient, this approach risks exposing sensitive
information, creating insecure data handling methods, or introducing vulnerabilities like SQL
injection. The AI may also hallucinate non-existent software packages, potentially leading
developers to download malware-infected resources. Thorough code review and verification
of suggested packages are crucial to prevent security breaches, unauthorized access, and
system compromises.

Reference Links

1. Proof Pudding (CVE-2019-20634) AVID (`moohax` & `monoxgas`)
2. Arbitrary Code Execution: Snyk Security Blog
3. ChatGPT Plugin Exploit Explained: From Prompt Injection to Accessing Private Data:

Embrace The Red
4. New prompt injection attack on ChatGPT web version. Markdown images can steal your

chat data.: System Weakness
5. Don’t blindly trust LLM responses. Threats to chatbots: Embrace The Red
6. Threat Modeling LLM Applications: AI Village
7. OWASP ASVS - 5 Validation, Sanitization and Encoding: OWASP AASVS
8. AI hallucinates software packages and devs download them – even if potentially

poisoned with malware Theregiste
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LLM06:2025 Excessive Agency

Description

An LLM-based system is often granted a degree of agency by its developer - the ability to call
functions or interface with other systems via extensions (sometimes referred to as tools, skills or
plugins by different vendors) to undertake actions in response to a prompt. The decision over
which extension to invoke may also be delegated to an LLM 'agent' to dynamically determine based
on input prompt or LLM output. Agent-based systems will typically make repeated calls to an LLM
using output from previous invocations to ground and direct subsequent invocations.

Excessive Agency is the vulnerability that enables damaging actions to be performed in response
to unexpected, ambiguous or manipulated outputs from an LLM, regardless of what is causing the
LLM to malfunction. Common triggers include:

• hallucination/confabulation caused by poorly-engineered benign prompts, or just a poorly-
performing model;

• direct/indirect prompt injection from a malicious user, an earlier invocation of a
malicious/compromised extension, or (in multi-agent/collaborative systems) a
malicious/compromised peer agent.

The root cause of Excessive Agency is typically one or more of:
• excessive functionality;
• excessive permissions;
• excessive autonomy.

Excessive Agency can lead to a broad range of impacts across the confidentiality, integrity and
availability spectrum, and is dependent on which systems an LLM-based app is able to interact
with.

Note: Excessive Agency differs from Insecure Output Handling which is concerned with
insufficient scrutiny of LLM outputs.

Common Examples of Risks

1. Excessive Functionality
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An LLM agent has access to extensions which include functions that are not needed for the
intended operation of the system. For example, a developer needs to grant an LLM agent the
ability to read documents from a repository, but the 3rd-party extension they choose to use
also includes the ability to modify and delete documents.

2. Excessive Functionality
An extension may have been trialled during a development phase and dropped in favor of a
better alternative, but the original plugin remains available to the LLM agent.

3. Excessive Functionality
An LLM plugin with open-ended functionality fails to properly filter the input instructions for
commands outside what's necessary for the intended operation of the application. E.g., an
extension to run one specific shell command fails to properly prevent other shell commands
from being executed.

4. Excessive Permissions
An LLM extension has permissions on downstream systems that are not needed for the
intended operation of the application. E.g., an extension intended to read data connects to a
database server using an identity that not only has SELECT permissions, but also UPDATE,
INSERT and DELETE permissions.

5. Excessive Permissions
An LLM extension that is designed to perform operations in the context of an individual user
accesses downstream systems with a generic high-privileged identity. E.g., an extension to
read the current user's document store connects to the document repository with a
privileged account that has access to files belonging to all users.

6. Excessive Autonomy
An LLM-based application or extension fails to independently verify and approve high-impact
actions. E.g., an extension that allows a user's documents to be deleted performs deletions
without any confirmation from the user.

Prevention and Mitigation Strategies

The following actions can prevent Excessive Agency:

1. Minimize extensions
Limit the extensions that LLM agents are allowed to call to only the minimum necessary. For
example, if an LLM-based system does not require the ability to fetch the contents of a URL
then such an extension should not be offered to the LLM agent.

2. Minimize extension functionality
Limit the functions that are implemented in LLM extensions to the minimum necessary. For
example, an extension that accesses a user's mailbox to summarise emails may only require
the ability to read emails, so the extension should not contain other functionality such as
deleting or sending messages.

3. Avoid open-ended extensions
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Avoid the use of open-ended extensions where possible (e.g., run a shell command, fetch a
URL, etc.) and use extensions with more granular functionality. For example, an LLM-based
app may need to write some output to a file. If this were implemented using an extension to
run a shell function then the scope for undesirable actions is very large (any other shell
command could be executed). A more secure alternative would be to build a specific file-
writing extension that only implements that specific functionality.

4. Minimize extension permissions
Limit the permissions that LLM extensions are granted to other systems to the minimum
necessary in order to limit the scope of undesirable actions. For example, an LLM agent that
uses a product database in order to make purchase recommendations to a customer might
only need read access to a 'products' table; it should not have access to other tables, nor the
ability to insert, update or delete records. This should be enforced by applying appropriate
database permissions for the identity that the LLM extension uses to connect to the
database.

5. Execute extensions in user's context
Track user authorization and security scope to ensure actions taken on behalf of a user are
executed on downstream systems in the context of that specific user, and with the minimum
privileges necessary. For example, an LLM extension that reads a user's code repo should
require the user to authenticate via OAuth and with the minimum scope required.

6. Require user approval
Utilise human-in-the-loop control to require a human to approve high-impact actions before
they are taken. This may be implemented in a downstream system (outside the scope of the
LLM application) or within the LLM extension itself. For example, an LLM-based app that
creates and posts social media content on behalf of a user should include a user approval
routine within the extension that implements the 'post' operation.

7. Complete mediation
Implement authorization in downstream systems rather than relying on an LLM to decide if an
action is allowed or not. Enforce the complete mediation principle so that all requests made
to downstream systems via extensions are validated against security policies.

8. Sanitise LLM inputs and outputs
Follow secure coding best practice, such as applying OWASP’s recommendations in ASVS
(Application Security Verification Standard), with a particularly strong focus on input
sanitisation. Use Static Application Security Testing (SAST) and Dynamic and Interactive
application testing (DAST, IAST) in development pipelines.

The following options will not prevent Excessive Agency, but can limit the level of damage caused:

• Log and monitor the activity of LLM extensions and downstream systems to identify where
undesirable actions are taking place, and respond accordingly.

• Implement rate-limiting to reduce the number of undesirable actions that can take place
within a given time period, increasing the opportunity to discover undesirable actions
through monitoring before significant damage can occur.
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Example Attack Scenarios

An LLM-based personal assistant app is granted access to an individual’s mailbox via an extension
in order to summarise the content of incoming emails. To achieve this functionality, the extension
requires the ability to read messages, however the plugin that the system developer has chosen to
use also contains functions for sending messages. Additionally, the app is vulnerable to an indirect
prompt injection attack, whereby a maliciously-crafted incoming email tricks the LLM into
commanding the agent to scan the user's inbox for senitive information and forward it to the
attacker's email address. This could be avoided by:

• eliminating excessive functionality by using an extension that only implements mail-reading
capabilities,

• eliminating excessive permissions by authenticating to the user's email service via an OAuth
session with a read-only scope, and/or

• eliminating excessive autonomy by requiring the user to manually review and hit 'send' on
every mail drafted by the LLM extension.

Alternatively, the damage caused could be reduced by implementing rate limiting on the mail-
sending interface.

Reference Links

1. Slack AI data exfil from private channels: PromptArmor
2. Rogue Agents: Stop AI From Misusing Your APIs: Twilio
3. Embrace the Red: Confused Deputy Problem: Embrace The Red
4. NeMo-Guardrails: Interface guidelines: NVIDIA Github
6. Simon Willison: Dual LLM Pattern: Simon Willison

https://genai.owasp.org/
https://promptarmor.substack.com/p/slack-ai-data-exfiltration-from-private
https://www.twilio.com/en-us/blog/rogue-ai-agents-secure-your-apis
https://embracethered.com/blog/posts/2023/chatgpt-cross-plugin-request-forgery-and-prompt-injection./
https://github.com/NVIDIA/NeMo-Guardrails/blob/main/docs/security/guidelines.md
https://simonwillison.net/2023/Apr/25/dual-llm-pattern/
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LLM07:2025 System Prompt Leakage

Description

The system prompt leakage vulnerability in LLMs refers to the risk that the system prompts or
instructions used to steer the behavior of the model can also contain sensitive information that
was not intended to be discovered. System prompts are designed to guide the model's output
based on the requirements of the application, but may inadvertently contain secrets. When
discovered, this information can be used to facilitate other attacks.

It's important to understand that the system prompt should not be considered a secret, nor should
it be used as a security control. Accordingly, sensitive data such as credentials, connection
strings, etc. should not be contained within the system prompt language.

Similarly, if a system prompt contains information describing different roles and permissions, or
sensitive data like connection strings or passwords, while the disclosure of such information may
be helpful, the fundamental security risk is not that these have been disclosed, it is that the
application allows bypassing strong session management and authorization checks by delegating
these to the LLM, and that sensitive data is being stored in a place that it should not be.

In short: disclosure of the system prompt itself does not present the real risk -- the security risk
lies with the underlying elements, whether that be sensitive information disclosure, system
guardrails bypass, improper separation of privileges, etc. Even if the exact wording is not
disclosed, attackers interacting with the system will almost certainly be able to determine many of
the guardrails and formatting restrictions that are present in system prompt language in the
course of using the application, sending utterances to the model, and observing the results.

Common Examples of Risk

1. Exposure of Sensitive Functionality
The system prompt of the application may reveal sensitive information or functionality that is
intended to be kept confidential, such as sensitive system architecture, API keys, database
credentials, or user tokens.  These can be extracted or used by attackers to gain
unauthorized access into the application. For example, a system prompt that contains the
type of database used for a tool could allow the attacker to target it for SQL injection attacks.
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2. Exposure of Internal Rules
The system prompt of the application reveals information on internal decision-making
processes that should be kept confidential. This information allows attackers to gain insights
into how the application works which could allow attackers to exploit weaknesses or bypass
controls in the application. For example - There is a banking application that has a chatbot
and its system prompt may reveal information like

"The Transaction limit is set to $5000 per day for a user. The Total Loan Amount for a user is
$10,000".

This information allows the attackers to bypass the security controls in the application like
doing transactions more than the set limit or bypassing the total loan amount.

3. Revealing of Filtering Criteria
A system prompt might ask the model to filter or reject sensitive content. For example, a
model might have a system prompt like,

“If a user requests information about another user, always respond with ‘Sorry, I cannot assist
with that request’”.

4. Disclosure of Permissions and User Roles
The system prompt could reveal the internal role structures or permission levels of the
application. For instance, a system prompt might reveal,

“Admin user role grants full access to modify user records.”
If the attackers learn about these role-based permissions, they could look for a privilege
escalation attack.

Prevention and Mitigation Strategies

1. Separate Sensitive Data from System Prompts
Avoid embedding any sensitive information (e.g. API keys, auth keys, database names, user
roles, permission structure of the application) directly in the system prompts. Instead,
externalize such information to the systems that the model does not directly access.

2. Avoid Reliance on System Prompts for Strict Behavior Control
Since LLMs are susceptible to other attacks like prompt injections which can alter the
system prompt, it is recommended to avoid using system prompts to control the model
behavior where possible.  Instead, rely on systems outside of the LLM to ensure this
behavior.  For example, detecting and preventing harmful content should be done in external
systems.

3. Implement Guardrails
Implement a system of guardrails outside of the LLM itself.  While training particular behavior
into a model can be effective, such as training it not to reveal its system prompt, it is not a
guarantee that the model will always adhere to this.  An independent system that can inspect
the output to determine if the model is in compliance with expectations is preferable to
system prompt instructions.

4. Ensure that security controls are enforced independently from the LLM
Critical controls such as privilege separation, authorization bounds checks, and similar must
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